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Abstract

Letter displays represent the results of a large number of multiple statisti-

cal comparisons in a single table. Unfortunately letter displays often include

numerous unnecessary letter assignments. In this paper we detail techniques

for determining which combinations of letter assignments are unnecessary.

Since our approach is effectively exhaustive we are able to generate optimal

displays according to several possible definitions of optimality. In particular

we show using examples and simulations that is is often possible to produce

displays of types CLD-C and CLD-Σ in reasonable time. Although meth-

ods currently exist for producing CLD-C displays we show that there exist

examples for which no CLD-C display can be CLD-Σ, thus resolving an

open question and demonstrating the need for our approach.
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1. Introduction

In applied statistics one often seeks to summarize the results of a large

number of multiple comparisons in a concise manner. These comparisons

could be tests for differences or could involve other pairwise testing such as

tests for equivalence [12]. Traditionally underlining or underscoring has been

used for this purpose [10, 28] and more recently the results of underlining

have been represented using line displays [27, 17]. For an example suppose

that five treatments were tested against one another and that the treatment

pairs shown in Table 1 were found to be not significantly different from each

other. This information can be summarized in a line display as shown in

Figure 1.

Treatment A Treatment B

1 2

1 3

2 3

2 4

3 4

3 5

4 5

Table 1: Non-significantly different treatment pairs

As the number of treatments grows line displays become increasingly

valuable for their ability to summarize what might otherwise become an
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Figure 1: Line display corresponding to Table 1

overwhelming amount of information. Nonetheless, line displays are lim-

ited in their applicability as they assume treatments lying between two non-

significantly different treatments will not be significantly different from each

other. This assumption holds in many cases, such as when the variances

of treatment means are equal, but there exist collections of comparisons for

which no line display is applicable [19, 26].

To increase flexibility of representation, Piepho has recommended that

letter displays be used instead of line displays [27]. A letter display is similar

to a line display in that it also reflects the results of a collection of multiple

comparisons. As with line displays, each row of a letter display corresponds

to a treatment. If two treatments are found to be not significantly different

from each other they are given at least one letter in common. Treatments

found to be significantly different from each other are given no letters in com-
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Treatment Lettering

1 a

2 ab

3 abc

4 bc

5 c

Table 2: A letter display representing Table 1

mon. For example, Table 2 shows a letter display corresponding to Table 1.

As one can verify by inspection Table 2 corresponds directly to the line dis-

play in Figure 1. Each line display has exactly one such corresponding letter

display, up to a relabeling of the letters. More generally, for every collection

of multiple comparisons there always exists at least one letter display. Signif-

icantly, these letter displays need not be unique even after a relabeling of the

letters. For instance, the information displayed in Table 2 is displayed more

efficiently in Table 3. Importantly this example shows that letter displays

based on line displays may involve unnecessary letter assignments.

Since different letter displays can convey the same information, a natural

question is whether a particular letter display makes optimal use of letters.

In [26] and [27] Piepho developed heuristics for letter display reduction, while

Gramm et al. applied techniques from the study of clique coverings of graphs

to the problem of finding optimal displays[15, 17, 16]. In particular, Gramm

et al. have studied two types of optimal displays. In the following definitions

CLD stands for Compact Letter Display; the reasoning behind the remaining
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Treatment Lettering

1 a

2 ab

3 ac

4 bc

5 c

Table 3: A more efficient letter display representing Table 1

terminology will become clear in Section 2. In these definitions we distinguish

between the mere appearance of a letter anywhere in the display and the

particular assignments of the letters to treatments.

Definition 1.1 (CLD-C and CLD-Σ). Suppose that D is a letter display

representing the results of some collection C of multiple comparisons. We say

that

1. D is CLD-C if D is minimal among all displays that represent C with

respect to the number of distinct letters appearing in the display

2. D is CLD-Σ if D is minimal among all displays that represent C with

respect to the number of individual letter assignments occurring in the

display

Gramm et al. have developed exact methods for producing CLD-C dis-

plays. Until the methods of this paper were employed it was not known

whether, for a given set of comparisons, there always existed a CLD-C dis-

play that was also CLD-Σ. We have now answered this question in the
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negative as we will see there exist comparisons for which no CLD-C display

can be CLD-Σ.

More generally, in this paper we demonstrate efficient techniques for con-

ducting what is effectively an exhaustive search to find optimal display rep-

resentations of results from a given set of multiple comparisons. Although

this problem is amazingly computationally intensive we show that many key

observations and techniques allow the search to be conducted in reasonable

time for many practical examples. We begin in Section 2 by reviewing the

relationship between letter displays and graph theory and in Section 3 we

provide an oracle for quickly determining whether a letter display accurately

represents a given graph. In Section 4 we review the language of indepen-

dence systems, we introduce the concept of a conditional oracle and we out-

line a technique that employs a conditional oracle to find all maximal sets in

an independence system. We then use these techniques to find all maximally

trimmed sub-displays of a given display. In Section 5 we define our search

space and we prove that a form of data preprocessing will allow us to conduct

the search for optimal displays much more quickly. In particular we show

that our search finds CLD-C and CLD-Σ sub-displays, as well as finding

simultaneously CLD-C and CLD-Σ sub-displays when they exist. Although

we will see that the problem of finding all maximally reduced sub-displays

of a given display is NP-hard, we show through examples and simulations

in Sections 6 and 7 that our techniques are practically effective nonetheless.

In Section 8 we demonstrate the need for our approach by providing a sur-

prisingly small example for which no CLD-C display is CLD-Σ. Finally we

conclude in Section 9 by indicating possible future directions for research in
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1 2 3 4 5

1 1 1 1 0 0

2 1 1 1 1 0

3 1 1 1 1 1

4 0 1 1 1 1

5 0 0 1 1 1

Table 4: A matrix of non-significant differences corresponding to Table 1

this area.

2. Letter Displays and Graph Theory

The study of letter displays is intimately connected to graph theory as

a result of two very natural correspondences. For an example of this first

correspondence we convert the information in Table 1 into a matrix of non-

significant differences as shown in Table 4.

Calling this matrix A we have A(i, j) = 1 when either i = j or when

treatment i is not significantly different from treatment j. We set A(i, j) =

0 otherwise. Viewing A as an adjacency matrix for a simple, undirected

graph1 we see that for each collection of multiple comparisons C there is a

corresponding graph G. In this graph the treatments involved in C are viewed

1For the sake of future computations we assume that these matrices have unit diagonal.

We could just as easily assume that these matrices have zero diagonal but our later results

would be more complicated to state. Thus all graphs referred to in this paper are simple

even though their adjacency matrices have unit diagonals.
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Figure 2: A graph corresponding to the adjacency matrix in Table 4

as vertices and these vertices are connected precisely when the treatments are

not significantly different from each other. For example, the graph shown in

Figure 2 corresponds to the adjacency matrix in Table 4. Note that this graph

and its adjacency matrix are unique up to a relabeling of the treatments or

vertices.

The second natural correspondence that arises in this context is that

between letter displays and clique coverings. Recall that, for a given graph,

a clique is a fully interconnected subgraph and that a clique covering is

a collection of cliques that together contain all vertices and edges of the

graph2. For a given clique covering we create a letter display as follows. We

2Note that some authors only use the word clique to refer to a maximal fully intercon-

nected subgraph [4] while others call any fully interconnected subgraph a clique [22]. We
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Figure 3: Clique cover example

first assign a row to each vertex of the graph and a letter to each clique in

the clique covering. We then assign the letter corresponding to a clique to

the rows corresponding to the vertices in that clique. For example, Figure 3

shows a specific clique covering of a graph and Table 5 shows a corresponding

letter display. Note that the relationship between clique coverings and letter

displays is bijective up to relabeling.

For a given clique covering one can also create a matrix of clique mem-

bership, C, which contains one row for each vertex in the graph and one

column for each clique. The entries of C are 1 or 0 depending on whether

the row vertex is contained in the column clique. A matrix of clique mem-

follow the latter convention and use the term ”maximal clique” to refer to a clique that is

not a proper subgraph of any other clique.
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Treatment Lettering

1 a

2 ab

3 abc

4 b

5 b

6 c

Table 5: Letter display corresponding to Figure 3

bership corresponding to the letter display in Table 5 is shown in Table 6. It

is transparent how one would create a letter display from a matrix of clique

membership and vice versa.

Putting the above information together, we speak of letter display repre-

sentations for graphs. By this we mean a display that accurately reflects the

adjacency matrix of a graph, so that two rows of the display have at least one

letter in common exactly when their corresponding vertices are connected.

Using this language we restate Definition 1.1.

Definition 2.1 (CLD-C and CLD-Σ). Suppose that C is the clique mem-

bership matrix of a letter display D representing some graph G. We say

that

1. D is CLD-C if C is minimal among all clique membership matrices

representing G with respect to the number of columns it contains

2. D is CLD-Σ if C is minimal among all clique membership matrices
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a b c

1 1 0 0

2 1 1 0

3 1 1 1

4 0 1 0

5 0 1 0

6 0 0 1

Table 6: A clique membership matrix corresponding to Table 5

representing G with respect to the number of nonzero entries it contains

The number of nonzero entries of a clique membership matrix is the sum

of its entries, making a CLD-Σ display minimal with respect to the sum

of the entries in its clique membership matrix. The relationship between

CLD-C and CLD-Σ is not straightforward. There are CLD-C displays

that are not CLD-Σ and there are CLD-Σ displays that are not CLD-C.

As an example consider the graph in Figure 4 and the display in Table 7.

The display in Table 7 is CLD-C but it is not CLD-Σ as the letter ”b”

assigned to Treatment 1 is unnecessary.

Once the unnecessary letter is removed from the display in Table 7 the

resulting display is both CLD-C and CLD-Σ. More generally, one might

conjecture that there for a given graph there will always be a CLD-C display

that is also CLD-Σ. Unfortunately this is not the case. Using the techniques

of this paper we have verified that there are examples for as few as eight

vertices for which no CLD-C display is CLD-Σ. We report one such example
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Figure 4: Graph with a display that is CLD-C but not CLD-Σ

Treatment Lettering

1 abc

2 a

3 ab

4 bc

5 c

Table 7: A CLD-C display corresponding to Figure 4
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in Section 8. This fact means that if we seek displays that are minimal in

their total use of letters it will not be sufficient only to consider CLD-C

displays. Beginning in the next section we lay out techniques for what will

effectively be an exhaustive search for optimal displays.

3. Display Accuracy

We start by providing an oracle that answers the question ”Does display

D represent graph G?” In Section 4 we give a more formal definition of what

it means to be an oracle.

Lemma 3.1 (Oracle for Display Accuracy). A letter display D accurately

represents a graph G exactly when the clique membership matrix C of D

satisfies

C ∗B CT = A, (1)

where ∗B denotes Boolean matrix multiplication3 and A is the adjacency ma-

trix of G.

Proof. In an accurate display two adjacent vertices of G necessarily have at

least one letter in common. Thus the corresponding rows of C have unit

entries in at least one common column, making their Boolean inner product

nonzero. On the other hand rows corresponding to nonadjacent vertices

will not have unit entries in common columns, making their Boolean inner

3For Boolean matrix multiplication we use the rule 1 + 1 = 1. This rule is fortunately

extremely compatible with bit-wise machine operations, allowing our techniques to be

implemented at a very basic level.

13



product equal to zero. Equation (1) follows and the converse of the statement

is proven similarly.

Lemma 3.1 is the reason that we assume all adjacency matrices have unit

diagonal even though we restrict our attention to simple graphs. Lemma 3.1

could be restated without this assumption but it would be less straight-

forward. In Section 5 we will use a variation of this oracle as part of our

algorithm to find CLD-C and CLD-Σ displays. For now we define the term

sub-display as well as the terms essential and redundant letter assignment.

Definition 3.2 (Sub-display). A letter display D1 is a sub-display of a letter

display D2 provided

1. D1 and D2 are accurate displays for the same graph

2. D1 can be obtained from D2 by removing letter assignments

Definition 3.3 (Redundant and Essential Letter Assignments). A letter as-

signment in a given letter display is called redundant if it can be removed

without affecting the accuracy of the display. Letter assignments that are not

redundant are called essential.

Note that the determination of which letter assignments are redundant

depends sensitively on the display in question. If even one redundant letter

is removed from a display then assignments that were previously redundant

can become essential. Once all letter assignments in a display are essential

we have the following definition.

Definition 3.4 (CLD-E Display). A letter display is called CLD-E if all

of its letter assignments are essential.
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There can be many different CLD-E sub-displays of a given display de-

pending on the choices one makes as one removes redundant letters. As we

see in the next section, the problem of finding all CLD-E sub-displays of a

given display is equivalent to the problem of finding all maximal sets in an

independence system, making the problem of finding all maximally reduced

sub-displays of a given display NP-hard [23]. Thus we need an efficient algo-

rithm if we are to follow this path.

4. Reducing Displays

In this section we provide an efficient algorithm for finding all CLD-E

sub-displays of a given display. For this we find all combinations of letters

that can be simultaneously removed from the given display without affecting

its accuracy. Since the approach we take is more generally applicable, we

first review the term independence system [11, 21].

Definition 4.1 (Independence System). Suppose V is a set and that F ⊆
P(V ), where P(V ) is the power set of V . Then (V,F) is an independence

system if

1. ∅ ∈ F
2. If U ⊆ W ∈ F then U ∈ F

When the set V is finite the above definition is equivalent to requiring that

whenever a combination of objects in V comprises a set in F then all sub-

combinations of those objects also comprise sets in F . For an independence

system we can give a formal definition of an oracle.
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Definition 4.2 (Oracle). Suppose that (V,F) is an independence system.

An oracle is a function

O : P(V ) → {true, false}

with O−1(true) = F .

Note that from a set-theoretic standpoint there is only one oracle for

each independence system. From a computational standpoint some oracle

implementations will be more efficient than others. We revisit this topic

later when we define conditional oracle.

Returning to our goal of determining all CLD-E sub-displays of a given

display, we seek all maximal combinations of simultaneously redundant let-

ters. We can restate this goal in the language of independence systems. For

this we let V be the set of all letter assignments in the display and we let

F be the set of all combinations of simultaneously redundant letter assign-

ments. In these terms we seek all maximal sets in the independence system

(V,F).

In order to find maximal elements of an independence system, one ap-

proach is to generate all possible combinations of letter assignments, inspect

each combination for membership in the system and determine which combi-

nations are maximal. Although effective, such a search would be hopelessly

inefficient, especially as the problem of finding all maximal sets in an inde-

pendence system is known to be NP-hard [23]. A dramatic improvement in

efficiency over such a brute force search is usually obtained by a backtracking

algorithm [14, 13, 2]. In our case we will achieve a further efficiency boost

by avoiding full verification of Equation (1) at each node of the search tree.

We capture this idea with the concept of a conditional oracle.
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Definition 4.3 (Conditional Oracle). Suppose that V is a finite set with

K = |V | and that (V,F) is an independence system. A conditional oracle is

a function

OC :
K⋃

k=1

{{a1, . . . , ak} ⊆ V |{a1, . . . , ak−1} ∈ F} → {true, false}

with O−1
C (true) = F .

A conditional oracle differs from a full oracle only in the specified domain.

A conditional oracle is restricted to combinations with prefixes in F . This

restriction might seem trivial but computationally this restriction can allow

for much speedier responses from the conditional oracle. In our case the

use of a conditional oracle will allow us only to consider a single row of the

product matrix in Equation (1) rather than having to verify the correctness

of the entire product matrix.

Using the idea of a conditional oracle we build on the Bron-Kerbosch

backtracking algorithm for finding maximal cliques in a graph [4, 31]. It is

worth noting that there have been many improvements to the Bron-Kerbosch

algorithm [20, 24, 29, 8], mainly involving branch choices. In our case many

of these techniques are not available as properties held by cliques are not

typically held by sets in an independence system. In particular it is not

necessarily the case that a given combination of elements will comprise an

independent set even when all of its sub-combinations do.

The implementation we follow uses a conditional oracle to find all maxi-

mal sets in an independence system. Psuedo-code for this implementation is

given in Algorithm 1 as MAX-SET. The algorithm call is MAX-SET(∅, V, ∅),
where (V,F) is the independence system under consideration. Although
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other techniques exist for finding maximal independent sets4 [30, 23, 9], we

will see in Sections 6 and 7 that the efficiency of our conditional oracle allows

us to solve many of the problems we are likely to encounter in practice using

what amounts to a very simple algorithm.

Algorithm 1: MAX-SET(S, P,X)

if (P = ∅) and (X = ∅) then1

report S as maximal2

else3

assume P = {p1, . . . , pK}4

for k = 1 to K do5

Snew = S ∪ {pk}6

Pnew = ∅7

for j > k do8

if OC(Snew; pj) then Pnew = Pnew ∪ {pj}9

Xnew = ∅10

assume X = {x1, . . . , xM}11

for m = 1 to M do12

if OC(Snew; xm) then Xnew = Xnew ∪ {xm}13

MAX-SET(Snew, Pnew, Xnew)14

X = X ∪ {pk}15

In MAX-SET three sets are maintained. The set S keeps track of the

4The problem of finding all maximal sets in an independence system is closely related

to the problem of mining sequential patterns. For instance see [1, 3, 32].
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currently growing set, the set P consists of the prospective elements that

form sets in F when individually combined with the elements of S and the

set X consists of the excluded elements that have already been combined

with elements in S to form maximal sets in F . OC is a conditional oracle

for which OC(S; p) true means that the element p can be added to the set S

to form a set in F . Note that OC(S; p) is only evaluated for sets S that are

known to lie in F .

Having defined MAX-SET we now specialize it to create an algorithm

TRM-DIS that finds all CLD-E sub-displays of a given display. TRM-DIS

accomplishes this task by finding all maximal sets of simultaneously redun-

dant letter assignments. The details of TRM-DIS are given in Algorithm 2.

The algorithm call is TRM-DIS(∅, L, ∅), where L is the set of individually

redundant letter assignments in the display. Prior to calling TRM-DIS we

initialize a matrix M to be the clique membership matrix of the starting

display. M is globally defined and will change as the algorithm progresses.

We also define R(`) and C(`) to be the row and column locations of each

letter assignment ` in the starting display. For each letter assignment ` we

then let I` be the set of column indices corresponding to nonzero entries in

row R(`) of the adjacency matrix that the starting display represents. Note

that this adjacency matrix can be produced using Lemma 3.1 if necessary.

TRM-DIS uses a subroutine TRM-LTR to implement the conditional

oracle. For the details of TRM-LTR suppose that we already know that a

clique membership matrix M of a given display accurately represents some

graph G. Then by Lemma 3.1,

M ∗B MT = A, (2)
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Algorithm 2: TRM-DIS(S, P,X)

global M1

if (P = ∅) and (X = ∅) then2

report S as maximal3

else4

assume P = {p1, . . . , pK}5

for k = 1 to K do6

Pnew = ∅7

Snew = S ∪ {pk}8

M(R(pk), C(pk)) = 09

for j > k do10

M(R(pj), C(pj)) = 011

if TRM-LTR(pj) then Pnew = Pnew ∪ {pj}12

M(R(pj), C(pj)) = 113

Xnew = ∅14

assume X = {x1, . . . , xM}15

for m = 1 to M do16

M(R(xm), C(xm)) = 017

if TRM-LTR(xm) then Xnew = Xnew ∪ {xm}18

M(R(xm), C(xm)) = 119

TRM-DIS(Snew, Pnew, Xnew)20

M(R(pk), C(pk)) = 121

X = X ∪ {pk}22

contains TRM-LTR23
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where A is the adjacency matrix of G.

Suppose that we remove a letter assignment ` from the display, which is

mathematically equivalent to setting M(R(`), C(`)) equal to zero. In order

to verify that Equation 2 still holds we only need to check the effect of this

change on the elements in row R(`) of M ∗B MT . In fact we only need to

compute the Boolean inner products between row R(`) and the rows with

indices in I` and check that these inner products have remained nonzero. If

any of these inner products equals zero we know that Equation (2) no longer

holds, otherwise we know that the letter assignment ` can safely be removed

from the display in question.

TRM-DIS provides all CLD-E sub-displays of a given display. In the

next section we determine how to apply TRM-DIS to in order to find

CLD-C and CLD-Σ display representations of a given set of multiple com-

parisons.

5. Finding Optimal Displays

To begin this section we recall from Section 2 that each set of multiple

comparisons corresponds to exactly one graph up to a relabeling of the ver-

tices. From this graph we find the complete set of maximal cliques, which can

be produced very quickly in a wide variety of practical applications using an

observation due to Cazals and Karande [6] that improves the output speci-

ficity of the algorithms of Bron-Kerbosch [4] and Koch [20]. Even though

the problem of finding the complete set of maximal cliques is NP-hard [31],

we are nevertheless able to compute the complete set of maximal cliques al-

most instantly in the majority of the applications we consider [7]. For sake
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Treatment Lettering

1 ab

2 bc

3 ac

Table 8: A display that is not a sub-display of the maximal display

of future reference we give the display corresponding to this set of cliques a

name.

Definition 5.1 (Maximal Display). Suppose D is a letter display represent-

ing some graph G. If D corresponds to the complete set of maximal cliques

then we call D the maximal display of G.

The maximal display is unique up to relabeling. Note that not every

letter display is a sub-display of the maximal display. For instance, if three

treatments are all not significantly different from each other then the maximal

display assigns the same letter to each treatment. This means that the display

shown in Table 8, while accurate, cannot be obtained by trimming letters

from the maximal display. Nonetheless, the following lemma shows that it is

sufficient to consider sub-displays of the maximal display for the purposes of

finding CLD-C and CLD-Σ displays.

Lemma 5.2. Among the sub-displays of the maximal display of a given graph

G there will be at least one CLD-C and at least one CLD-Σ display. More-

over, if there exists a display for G that is both CLD-C and CLD-Σ then at

least one sub-display of the maximal display will be both CLD-C and CLD-Σ.
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Proof. Suppose that C1 is a display representing G. Then C1 corresponds to

a clique covering of G and each distinct letter used in C1 corresponds to a

clique in this clique covering. Each of these cliques is in turn contained in at

least one maximal clique. Thus we have a mapping, possibly not injective,

from the distinct letters of C1 to the maximal cliques of G. Assigning a

distinct letter to each maximal clique in the image of this map we note that

if we replace each letter in the original display with the letter assigned to

its corresponding maximal clique we obtain a second display C2. Since C1 is

accurate, C2 will also be accurate as vertices of G that are not connected will

continue to have no letters in common, while connected vertices will continue

to share at least one letter. Although both displays are accurate, C2 could

use fewer distinct letters or it might involve fewer letter assignments than C1.

This means that if C1 is CLD-C then C2 will be CLD-C, if C1 is CLD-Σ

then C2 is CLD-Σ and if C1 is both CLD-C and CLD-Σ then C2 will also

be CLD-C and CLD-Σ.

Lemma 5.2 allows us to restrict attention to sub-displays of the max-

imal display, giving us a finite search space. We can further reduce our

search space by noting that whenever two rows of a display represent two

vertices with identical rows in the adjacency matrix we need only consider

sub-displays for which those rows are identical. This fact is given in the

following lemma.

Lemma 5.3. For any accurate display C1 of a graph G there exists a second

accurate display C2 for G with the following properties

1. C2 has at most as many distinct letters as C1
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2. C2 has at most as many letter assignments as C1

3. Rows that are identical in the adjacency matrix A of G correspond to

rows that are identical in C2

Proof. Suppose that C1 is an accurate display for G and that W is a collection

of rows of C1 that correspond to identical rows in A. From Section 2 each

row in W corresponds to a vertex in G, and since the corresponding rows of

A are identical these vertices are all connected to an identical set of vertices,

including each other. This means that any row in W can be used to represent

the connections between any of these vertices and the other vertices in the

graph. In particular we can construct a new display from C1 by replacing

every row in W with the row that is minimal in W with respect to the number

of unit entries it contains. This new display will have at most as many distinct

letters and at most as many letter assignments as C1. Following this process

for every maximal set of rows in C1 that correspond to identical rows of A

we obtain the display C2 we seek.

We combine the results of these two lemmas to obtain the following the-

orem.

Theorem 5.4 (Sufficiency of Search). To find CLD-C and CLD-Σ dis-

plays representing a graph G it is sufficient to find all maximally trimmed

sub-displays of the maximal display according to the rule that identical rows

are trimmed identically. Moreover, this search will return at least one si-

multaneously CLD-C and CLD-Σ display representing G if such a display

exists.

Theorem 5.4 both defines the scope of our search and effectively states
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that in order to find CLD-C and CLD-Σ displays it is sufficient to find all

CLD-E sub-displays of the display obtained by eliminating duplicate rows

of the maximal display5. Thus Theorem 5.4 provides a form of data prepro-

cessing, a common and often fantastically effective practice in the study of

NP-hard problems [5, 18]. In the next two sections we examine the perfor-

mance of our techniques in examples and simulations.

6. Examples

We applied our techniques to a pair of examples from the literature. For

our first example we considered results from a large scale, multiple location

triticale yield experiment. As reported by Piepho [26] we have the matrix of

nonsignificant differences shown in Table 9.

Viewing the matrix in Table 9 as an adjacency matrix we used the method

of Cazals and Karande [6] to obtain the complete set of maximal cliques.

From this set we constructed the maximal display which we then trimmed

using TRM-DIS to obtain all CLD-E sub-displays. In particular we ob-

tained the display given in Table 10, which is both CLD-C and CLD-Σ. All

of the above operations were automated and performed almost instantly.

For our second example we focused on a large multi-environment wheat

5A bit of bookkeeping is required, however, as CLD-Σ sub-displays of the preprocessed

maximal display might not correspond exactly to CLD-Σ sub-displays of the full maximal

display. One must keep track of how many rows are collapsed to a single row to determine

how many letters will be removed from the full maximal display as a result of removing a

particular letter from the preprocessed maximal display.
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1 2 3 4 5 6 7 8 9 10 11 12 13

1 1 1 1 0 0 0 0 0 0 0 0 0 0

2 1 1 1 1 1 1 1 1 1 1 1 0 0

3 1 1 1 1 1 1 1 1 1 1 1 0 0

4 0 1 1 1 1 1 1 1 1 1 1 0 0

5 0 1 1 1 1 1 1 1 1 1 1 0 0

6 0 1 1 1 1 1 1 1 1 1 1 0 0

7 0 1 1 1 1 1 1 1 1 1 1 0 0

8 0 1 1 1 1 1 1 1 1 1 1 1 1

9 0 1 1 1 1 1 1 1 1 1 1 1 0

10 0 1 1 1 1 1 1 1 1 1 1 1 1

11 0 1 1 1 1 1 1 1 1 1 1 1 1

12 0 0 0 0 0 0 0 1 1 1 1 1 1

13 0 0 0 0 0 0 0 1 0 1 1 1 1

Table 9: Nonsignificant differences for a triticale yield experiment
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Treatment Lettering

1 a

2 ab

3 ab

4 b

5 b

6 b

7 b

8 bc

9 bd

10 bc

11 bc

12 cd

13 c

Table 10: An optimal display for a triticale yield experiment

27



yield trial performed by CIMMYT (Centro International de Maiz y Trigo,

Mexico). The matrix of nonsignificant differences reported by Piepho [27] is

given in Table 11.

Using the above methods we first obtained the maximal display then ap-

plied TRM-DIS to find all CLD-E sub-displays. In particular we obtained

the simultaneously CLD-C and CLD-Σ display given in Table 12. There

are two important observations to be made regarding this example. The first

observation is that there is much repetition in the rows of the adjacency ma-

trix. This repetition translates into repetition in the maximal display and

makes our preprocessing very effective. In fact without preprocessing the

search tree in this example contained 46656 nodes. With preprocessing there

were 6 nodes in the search tree. This means that in this case preprocessing

the data resulted in a roughly 8000-fold improvement in performance6.

The second point to be made is that the number of letter assignments

and the number of distinct letters used in Table 12 are the same as were re-

ported for this example by Piepho in [27]. An important difference, however,

is that although the displays reported by Piepho happened to be CLD-C

and CLD-Σ there was no guarantee at the time that they were. Using our

techniques however we now know that these results are in fact optimal.

6In this example the performance improvement was mostly immaterial as the search

through the 46656 nodes required only 0.251 seconds. For more complicated examples,

however, preprocessing can be directly responsible for the search completing in the specified

time limit.
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1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

2 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0

3 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0 1 0

4 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0

5 1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 0

6 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0

7 1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 0

8 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

9 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0

10 1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 0

11 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0

12 1 1 1 1 0 1 0 1 1 0 1 1 1 1 1 0 1 0 1 1

13 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 0

14 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

15 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

16 1 1 1 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 0

17 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

18 1 1 0 1 1 1 1 1 1 1 1 0 1 1 1 1 1 1 1 0

19 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

20 1 0 0 0 0 0 0 1 0 0 0 1 0 1 1 0 1 0 1 1

Table 11: Nonsignificant differences for a wheat yield experiment
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Treatment Lettering

1 bcd

2 bc

3 ab

4 bc

5 ac

6 bc

7 ac

8 bcd

9 bc

10 ac

11 bc

12 bd

13 bc

14 bcd

15 bcd

16 ac

17 bcd

18 c

19 bcd

20 d

Table 12: An optimal display for a wheat yield experiment
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7. Simulations

In this section we use a number of simulations to evaluate the perfor-

mance of our techniques in practice. Since the number of maximal cliques

is bounded above by 3
n
3 [25, 29] it is not practical to consider the maximal

display for arbitrary graphs. Fortunately graphs corresponding to multiple

comparisons are very regular in practice. Once treatments are placed in order

by size their corresponding vertices tend to be connected to nearby vertices

and disconnected from vertices further away. Only infrequently will connec-

tions with further away vertices be included when connections with nearby

vertices are omitted. All adjacency matrices generated for our simulations

were created according to these guidelines.

For our simulations we used parameters N , p and c. N is the number of

treatments being compared, p is the likelihood that two consecutive treat-

ments will not be significantly different from each other and c is a culling

parameter that we use to simulate examples that cannot be represented by

line displays. For given values of N , p and c we use an algorithm GEN-MAT

to simulate adjacency matrices. The details of GEN-MAT are given in Algo-

rithm 3. When c = 0, GEN-MAT generates adjacency matrices that can be

described by line displays, such as would occur when sample sizes for treat-

ment means are equal. Since there exist collections of multiple comparisons

that cannot be represented by line displays [19, 26], we proceed element-wise

through the adjacency matrix and determine, for each non-diagonal element,

with probability c whether or not to set that element equal to zero. Thus

a nonzero value for c allows for occasional gaps in the adjacency matrix.

Sample output from GEN-MAT is shown in Table 13.
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Algorithm 3: GEN-MAT(N, p, c)

stop = 11

for col = 1 to M do2

if stop < N then3

if (stop = col) then stop = stop + 14

rnd ∼ U(0, 1) // random number generation5

temp = p6

while (stop < N) and (rnd > 1− temp) do7

stop = stop + 18

temp = p ∗ temp9

for row = col to stop do10

rnd ∼ U(0, 1) // random number generation11

if (rnd > c) then12

A(row, col) = 113

A(col, row) = 114

else15

A(row, col) = 016

A(col, row) = 017

for row = stop + 1 to N do18

A(row, col) = 019

A(col, row) = 020

report A21
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1 2 3 4 5 6 7 8 9 10 11 12

1 0 1 1 1 1 1 1 0 0 0 0 0

2 1 0 1 1 1 1 1 0 0 0 0 0

3 1 1 0 1 1 1 1 1 1 0 0 0

4 1 1 1 0 1 1 1 0 1 1 1 1

5 1 1 1 1 0 1 1 1 1 1 1 1

6 1 1 1 1 1 0 1 1 1 1 1 1

7 1 1 1 1 1 1 0 1 1 1 1 1

8 0 0 1 0 1 1 1 0 1 1 1 1

9 0 0 1 1 1 1 1 1 0 1 1 1

10 0 0 0 1 1 1 1 1 1 0 1 0

11 0 0 0 1 1 1 1 1 1 1 0 1

12 0 0 0 1 1 1 1 1 1 0 1 0

Table 13: Sample output from GEN-MAT(12, 0.75, 0.01)
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Using GEN-MAT we simulated 1000 adjacency matrices for a variety of

triplets (N, p, c) using a Hewlett-Packard dv7 Notebook PC with an AMD

TurionTMX2 Dual-Core Mobile RM-72 2.10 GHz Processor, with 4.00GB of

RAM and running the 64-bit Windows Vista SP1 Operating System. For

each adjacency matrix we computed the complete set of maximal cliques us-

ing the method of Cazals and Karande [6] then trimmed the maximal display

using TRM-DIS to find all CLD-E sub-displays. In each case we identi-

fied a single CLD-Σ display that was minimal among all CLD-Σ displays

with respect to the number of distinct letters used. In the event that the

search did not terminate within 30 seconds we returned a single CLD-E

sub-display that was minimal among all CLD-E sub-displays found to that

point first with respect to the total number of letter assignments used and

then with respect to the number of distinct letters it contained. For each

triplet in Table 14 we computed the average time in seconds required for a

search (AT), the average number of letters in the maximal display (ML),

the average number of letters removed from the maximal display to obtain

the final display (MR) and the proportion of searches that completed before

the 30 second time limit expired (PC).

From these simulations we see that the algorithm typically performs ex-

tremely well. Only in the case of 30 highly interconnected vertices with

active culling did the algorithm regularly begin to terminate prematurely.

Restricting attention to the examples from this case for which the algorithm

did terminate prematurely we find that on average there were 184 letters

trimmed out of an average of 278 letters in the maximal display, with the

returned display being the best out of an average of 11630 CLD-E sub-
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N p c AT AL AR PC

10 0.25 0.00 < 0.001 10.353 0.011 1.000

10 0.25 0.01 < 0.001 10.361 0.018 1.000

10 0.50 0.00 < 0.001 13.466 0.528 1.000

10 0.50 0.01 < 0.001 13.836 0.633 1.000

10 0.75 0.00 < 0.001 15.478 0.990 1.000

10 0.75 0.01 < 0.001 17.060 1.559 1.000

20 0.25 0.00 < 0.001 20.845 0.061 1.000

20 0.25 0.01 < 0.001 20.895 0.072 1.000

20 0.50 0.00 0.140 32.623 3.373 0.997

20 0.50 0.01 1.208 36.362 5.463 0.966

20 0.75 0.00 0.424 47.332 10.948 0.991

20 0.75 0.01 7.597 71.619 28.920 0.769

30 0.25 0.00 < 0.001 31.075 0.067 1.000

30 0.25 0.01 < 0.001 31.213 0.102 1.000

30 0.50 0.00 3.238 59.754 10.090 0.904

30 0.50 0.01 6.107 70.413 17.461 0.811

30 0.75 0.00 6.934 94.651 32.669 0.809

30 0.75 0.01 24.285 236.675 149.580 0.228

Table 14: Simulation results with a 30 second time limit
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displays of the maximal display found so far. Thus, even when the algorithm

was forced to terminate early the resulting display was of high quality. In

Section 9 we discuss what might be done in the future to handle these ex-

ceptional cases, but first we use our methods to give a specific example of a

display for which no CLD-C sub-display is also CLD-Σ.

8. An example for which CLD-C is never CLD-Σ

We have already noted in this paper that there exist displays for which

no CLD-C sub-display is also CLD-Σ. This question has been open until

now, in part because of the absence of an algorithm for finding CLD-Σ

displays. Since we conduct what is effectively an exhaustive search through

all possible sub-displays of a given display we know at the end of the search

which sub-displays are CLD-C and which are CLD-Σ. In this way we have

verified that there are in fact cases for which no CLD-C sub-display is also

CLD-Σ. Restricting our attention to simulations for which the exhaustive

search completed within the specified time, we only observed such examples

in cases where the culling parameter, c, was positive. As the number of

vertices and the degree of interconnectedness between the vertices increased

the proportion of these examples also increased, with 9.65% of the simulations

serving as such examples when N = 30, p = 0.75 and c = 0.01.

Based on these results we searched for smaller examples for which no

CLD-C sub-display is also CLD-Σ and we found several such examples for

eight vertices. An example with eight vertices is given in the form of a

maximal display in Table 15.
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a b c d e f g

1 1 1 1 0 0 0 0

2 1 1 0 1 0 1 0

3 1 1 0 1 0 1 0

4 0 0 1 0 1 0 1

5 1 0 0 1 0 0 0

6 0 0 0 1 1 0 0

7 0 1 1 0 0 1 1

8 0 0 0 1 1 1 1

Table 15: A maximal display for which no CLD-C sub-display is CLD-Σ

This is a very nice example as there is exactly one CLD-C sub-display,

there is exactly one CLD-Σ sub-display and they are not equal. To ob-

tain the CLD-C sub-display one can verify that the the letters ”b” and

”g” can be eliminated altogether and that eliminating these letters leads to

the elimination of seven letter assignments. Once ”b” and ”g” have been

eliminated, however, all the other letter assignment are essential. On the

other hand, there is a combination of eight letter assignments spanning sev-

eral columns that can simultaneously be removed from the maximal display,

but the removal of these letter assignments only causes the elimination of a

single letter from the display overall. As noted above, this sort of behavior

is not completely uncommon, meaning that if one wishes to minimize the

total number of letter assignments used by a display one needs to consider

more than just CLD-C sub-displays. At this point the only alternative is
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to conduct the effectively exhaustive search laid out in this paper. In the

next and final section we consider some possible directions for improvement

to this approach.

9. Future Directions

As we have seen from our simulations, examples can arise that are diffi-

cult to reduce exhaustively. These examples generally share a certain pat-

tern in their clique membership matrices, namely they have large stretches

of contiguous unit values7. Although this problem is greatly allayed by pre-

processing, time consuming examples still exist. For example, a problematic

clique membership matrix is shown in Table 16.

Some progress other than that reported so far has been made in reducing

problematic clique membership matrices. One observation is that if a clique

membership matrix happens to split into two or more unrelated blocks then

principles of dynamic programming can be applied to build a full solution

out of partial solutions [19]. A second observation is that if two letter assign-

ments corresponding to the same letter are individually redundant in a given

display then they are simultaneously redundant. A final observation is that

extant methods for finding maximal sets in an independence system might

be combined with our current approach [30, 23, 9]. All of these observations

indicate directions for future investigation.

7It may be necessary to permute columns to recognize the unit values as contiguous.
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a b c d e f g h

1 1 0 0 0 0 0 0 0

2 1 1 0 0 0 0 0 0

3 1 1 1 0 0 0 0 0

4 1 1 1 1 0 0 0 0

5 1 1 1 1 1 0 0 0

6 1 1 1 1 1 1 0 0

7 1 1 1 1 1 1 1 0

8 1 1 1 1 1 1 1 1

9 0 1 1 1 1 1 1 1

10 0 0 1 1 1 1 1 1

11 0 0 0 1 1 1 1 1

12 0 0 0 0 1 1 1 1

13 0 0 0 0 0 1 1 1

14 0 0 0 0 0 0 1 1

15 0 0 0 0 0 0 0 1

Table 16: A problematic clique membership matrix
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10. Conclusion

Letter displays are more widely applicable than line displays and are of

interest in a wide variety of statistical applications due to their ability to

concisely represent the results of a large set of multiple comparisons. Even

when a letter display directly reflects a line display, however, letter displays

often contain redundant letter assignments. Although progress had hitherto

been made in determining the fewest number of distinct letters needed in a

letter display it had not been known how to determine the fewest number

of total letter assignments needed for a given display to remain accurate. In

order to solve this problem we observed that combinations of simultaneously

redundant letter assignments form sets in an independence system. We then

combined a conditional version of an oracle for membership in that indepen-

dence system with the Bron-Kerbosch backtracking algorithm to produce

maximally trimmed sub-displays of a given display. To reduce our search

space we proved that CLD-C, CLD-Σ and simultaneously CLD-C and

CLD-Σ displays, when they exist, can be found by applying our algorithm

to an effectively preprocessed form of the so-called maximal display. Using

examples and simulations we showed that our techniques typically produce

optimally trimmed displays in reasonable time. In cases where computa-

tional complexity prevented the completion of a full search within a specified

time limit we showed that our techniques nonetheless produced high-quality

displays that were best among a large number of alternatives. Using our

methods we then showed that finding CLD-C displays is not sufficient for

finding CLD-Σ displays, thereby resolving an open question and demon-

strating the need for our approach. We concluded by discussing directions
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for improvements in these methods.
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